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Abstract. In order to adapt the Wasserstein distance to the large sample multivariate non-parame-
tric two-sample problem, making its application computationally feasible, permutation tests based
on the Sinkhorn divergence between probability vectors associated to data dependent partitions are
considered. Different ways of implementing these tests are evaluated and the asymptotic distribution
of the underlying statistic is established in some cases. The statistics proposed are compared, in
simulated examples, with the test of Schilling’s, one of the best non-parametric tests available in
the literature.

1. Introduction

The non-parametric, multivariate, two-sample problem, is an important problem in non-
parametric statistics, that consists on deciding whether two multivariate samples, in R%, X, ..., X,
with distribution P and Y7i,...,Y,,, with distribution (), come from the same underlying distribu-
tion or not. The available literature on this problem is very large and diverse and we will not try
to cover all its breath. Still, we would like to mention some major contributions, some of which can
be viewed as permutation tests.

In a groundbreaking paper, Friedman and Rafsky (1979) present a generalization of the univariate
non-parametric, Wald-Wolfowitz gap test for the two-sample problem, that can be defined in terms
of the number of edges, in the minimal spanning tree (MST) of the joint sample Z (the union of
the X and Y samples) that connect vertices from different samples. The conditional distribution
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of their statistic, given the MST, depends on the topology of the tree, expressed as the fraction of
edge pairs that share a common node. For these reason, their statistic is not truly non-parametric,
in the sense of Deb and Sen (2023), that requires the finite sample distribution of the statistic
to be distribution-free for every sample size. Still, the statistic of Friedman and Rafsky (1979) is
asymptotically non-parametric, as established in Henze and Penrose (1999), since the fraction of
edge pairs that share a common node converges, under general hypothesis, to a limit that depend
only on the dimension, d, where the data live. Several variations of this type of statistic can be
defined and have been considered in the literature, since the choice of the minimal spanning tree
is not essential. It can be replaced by a different “proximity graph”, see, for instance, Chen and
Friedman (2017). One important example in this line of ideas is the statistic of Schilling (1986),
that is based on the k-nearest neighbor graph and exhibits great power against general alternatives.

A number of tests for the multivariate two-sample problem have been proposed that are based
on multivariate notions of data depth or ranks, seeking to adapt the univariate methods based on
ranks, as, for example, Wilcoxon’s two-sample rank test. A pioneering work in this direction is Liu
and Singh (1993), where the statistic is an index of outlyingness of each sample with respect to the
other. The proposed index can be defined in terms of any notion of multivariate depth, and the
authors prove some properties of the proposed index under the assumption of elliptical symmetry of
the data distribution. A theoretically significant step in this direction is presented in Deb and Sen
(2023), where a multivariate notion of rank based on optimal transport is introduced and a statistic
for the multivariate two-sample problem is proposed, that is “truly non-parametric”’, in the sense
that the distribution of the statistic is distribution-free, not only asymptotically, but also for every
finite sample size. The statistic obtained is also consistent against general alternatives. A drawback
of this approach is that the worst case computational complexity of the statistic calculation is
O((n +m)3). Also, in Deb and Sen (2023), the power evaluation concentrates on the problem of
multivariate independence and not on the two-sample problem, leaving the reader without much
certainty on the practical effectiveness of the statistic in our context.

Consistent tests for the two-sample problem are obtained through “energy statistics”, proposed
by Baringhaus and Franz (2004) and Székely and Rizzo (2004). These statistics are based on
average interpoint distances, between points from the same sample and between points from different
samples. The energy statistics are not distribution free, in any of the senses considered above, and
their practical use depends on the implementation of bootstrap procedures.

1.1. Why Wasserstein distance and Sinkhorn discrepancy and a way around the computational bur-
den. Part of the motivation to consider the Wasserstein distance in a statistic for the two-sample
problem, is the fact that it has been established as a powerful tool in diverse problems in the context
of multivariate statistics, and in particular in the related problem of multivariate goodness of fit.
del Barrio et al. (1999) discuss statistics for goodness of fit based on the L2-Wasserstein distance
between an empirical distribution and the hypothesized model. More recently, in Hallin et al. (2021)
group properties are taken advantage of to obtain tests with exact finite sample size (type one error
probabilities) for the goodness of fit problem.

Regarding the use of the Wasserstein distance on other statistical problems, Frogner et al. (2015)
consider applications to regression, while Sommerfeld and Munk (2018) describe applications to
supervised learning of the Wasserstein distance. References to several other applications of the
Wasserstein distance to diverse data mining problems are given in Mena and Niles-Weed (2019).
The Wasserstein distance is the solution of the (classical or unregularized) Optimal Transport (OT)
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problem, as described in Chapter 1 of Villani (2009), and we will refer to it using these terms as
well.

In an interesting review article, Ramdas ct al. (2017) find connections between different statistics
that have been considered for the two-sample problem and the Wasserstein distance between the
X and Y samples, including the energy statistics mentioned above. They observe that, in the one
dimensional setting, the Wasserstein distance is, essentially, a g-¢q plot statistic, and that statistics
derived from g¢-¢ plots have proved effective for the univariate two-sample problem. Still, they
also observe that the multivariate calculation of the Wasserstein distance is hampered by a cubic
computational cost, on n+m. They also point out that the using the Sinkhorn divergence instead of
the Wasserstein distance could bring benefits in two ways: (i) partially alleviating the computational
cost and (ii) avoiding the “curse of dimensionality”: Genevay et al. (2019) have proved that the the
Sinkhorn divergence between an empirical measure and its population counterpart decreases at the
rate 1/+/n (with n being the sample size) regardless of the dimension, while the rate of convergence
of the classical OT distance is O(1/n'/?), (see Theorem 11 in Niles-Weed and Rigollet, 2022).
Intuitively, faster convergence of the Sinkhorn divergence to the population value, will mean less
variance of the statistic, resulting in more separation of the values obtained under the null and
alternative hypothesis,thus improving the power of the statistic.

To get an idea of the computational cost of direct application of OT in the setting of the mul-
tivariate two-sample problem, for medium sized or large data sets, we computed the Wasserstein
distance between two samples of size 10,000 in dimension 5, on a laptop computer using an INTEL®
Core I5 processor, and the calculation took about 70 minutes. Considering that for a single test,
this calculation would have to be performed at least hundreds of times, since the null distribution of
the statistic depends on the underlying common distribution, which is assumed unknown and would
have to be approximated by a simulation procedure, the computational cost results prohibitive and,
in spite of the improvement brought by employment of the Sinkhorn divergence, direct application
of the Sinkhorn divergence on the complete samples, hundreds or thousands of times, would result
too costly in computation time, as well.

A solution to the computational difficulty described in the previous paragraph is proposed in
Bigot et al. (2019). These authors consider the asymptotic distribution of the Sinkhorn divergence
between probability distributions on finite spaces and, as an example of statistical application, they
propose to use the Sinkhorn divergence in a bootstrap test for the two-sample problem. In their
test, the Sinkhorn divergence is calculated between frequency (probability) vectors that, for each of
the two samples, are associated to a fixed partition of the sample space. The proposal of Bigot et al.
(2019) implies important computational savings because the original samples, of size m and n, are
replaced by frequency vectors of the same size as the partition chosen. If, for instance, sample sizes
are n = m = 2000, and the chosen partition contains £ = 10 parts, the computational cost for the
Wasserstein distance drops from 2000 to 103, a very significant savings.

1.2. Our proposal. In the present article, we consider modifying the procedure of Bigot et al. (2019),
described above, in two directions: (i) Use a permutation test instead of a bootstrap test and (ii) Use
sample dependent partitions, such as those determined by k-means clustering of the joint sample,
to partition the data in a way that, under the null hypothesis, converges, as the sample size grows,
to a limiting “natural” partition of the sample space. Good (2005) provides several reasons why
permutations tests should be preferred over bootstrap tests. One such reason is that under the null
hypothesis, a permutation test for the two sample problem is guaranteed to satisfy the nominal level
of the test for finite sample size (the only limitation being the size of the simulation carried out,
that is, the number of random permutations generated, see Chung and Romano, 2016). Current
implementations of the k-means clustering procedure have computational complexity which is linear
on the dimension, the number of clusters and the sample size, i.e. O(kd(m + n)) when applied to
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the joint sample (Rokach and Maimon, 2005). This linearity makes k-means very convenient for use
on large data sets.

Due to the consideration of data-dependent partitions, for our asymptotic analysis, we do not rely
on the arguments developed in Bigot et al. (2019). General results of Pollard (1982), on the con-
vergence of the cluster centers for k-means clustering, together with tools from empirical processes
theory, allow us to prove, under general conditions, that the distribution of the Sinkhorn divergence
for our data-dependent partition scheme under the null hypothesis, converges to a Gaussian limit
depending only on the underlying common distribution and the limiting cluster centers. We prove
also that the same Gaussian limit is the asymptotic distribution for our permutation statistic and
provide conditions under which the permutation statistic is consistent against the alternative.

The rest of the article is organized as follows. Section 2 describes the Sinkhorn divergence (mostly
in the case of finite spaces) and the different options of implementation of a two-sample statistic
considered in our experiments. In Section 3, a central limit theorem is proved for the Sinkhorn
divergence and the corresponding permutation test, in our setting of data dependent partitions, while
Section 4 describes the distributions (null and alternatives) considered in the evaluation experiments
and discusses the results of those experiments.

2. Options in permutation statistics based on Sinkhorn’s divergence

2.1. Definitions of Wasserstein’s distance and Sinkhorn’s divergence. For concreteness, we restrict
the presentation of Wasserstein’s distance and Sinkhorn’s divergence to FEuclidean space, with the
usual norm, | - ||, although the discussion can be carried out on an arbitrary complete metric space.
Let p and v be probability measures on R%. The (L?) Wasserstein (or Optimal Transport) distance
between p and v, Wa(u, v), is given by

1/2
Wan) = ot ([ le-lPanten) (1)
R4 x R4

mell(p,v)

where TI(p, v) denotes the set of probability measures on R? x R? with marginals x4 and v. When g
and v are discrete probability measures with finite support Q = {Z1,..., Z;} C R%, the probability

measures can be identified with the corresponding vectors of probabilities a = (a1,...,ar)" and

b = (by,...,br)’, that the measures p and v, respectively, assign to the points in . In this context,
the formula in (2.1) reduces to

Wi(a,b) = min Zi— Zj|*T;; = min (D,T 2.2

2( ) ) TEU (ab) Z]Z<L|| ? JH 2¥) TEU(a,b)< ) >> ( )

where T' = (T} ;)i j<r is a L x L matrix of probabilities such that Zi’j<L T;; = 1, defining a
probability distribution on Q x Q, U(a, b) is the set of probability matrices with marginals a and b:
U(a,b) = {T € [0,1]5*L : T1 = a,T7'1 = b} with 1 the vector of ones of length L, D = (||Z; —
Zi|1*)ij<r is the matrix of squared distances and (-,-) denotes the Frobenius inner product for
matrices. Sommerfeld and Munk (2018) provide the asymptotic theory for Wy in (2.2) when b =
(@1,n,--.,aK) is the empirical version of the probability vector a.

The Sinkhorn divergence is obtained by adding an entropy cost term to the objective function
that must be minimized in the optimal transport problem. The entropic regularization of problem
(2.2) is obtained as follows: For a L x L probability matrix 7', its Shannon entropy H (T'), is defined
as H(T) =3, j<; T;,;In(1/T;;), in the understanding that when 7 ; = 0, the corresponding term
in the sum is zero. For a cost parameter A > 0, the entropy regularized OT problem, called Sinkhorn
divergence, is given by

Sx(a,b) = Ter{/lglb) (D, T) — NH(T), (2.3)
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with U(a, b) as defined before. Sy(a, b), as defined in (2.3) does not satisfy the axioms of a distance.
In particular, Sy(a,b) can take negative values, specially for larger values of A\. To alleviate this
problem, the following modifications have been proposed. The definition of Sinkhorn’s divergence
considered in Cuturi (2013) is

Sx(a,b) = <D,T)‘> , where T* = argmingcy (a py (D, T) — AH(T). (2.4)

~

Si(a, b) is always non-negative, but can fail to satisfy the coincidence axiom. On the other hand,
_ ) 1. )
Si(a.b) = $i(a,b) - (S)\(a, a) + SA(b,b)) (2.5)

satisfies the coincidence axiom (see Genevay et al.; 2019) and is always non-negative. In our evalua-
tions, Sx(a, b), Sx(a, b) and S)(a, b) will be considered, together with the limiting case of classical
OT, obtained from Sy(a,b) by making A = 0.

There are three reasons that serve as motivation for considering the entropic regularization of the
optimal transport problem (2.2).

(i) Computational speed. The solution of the classical OT problem has complexity O(L3In L),
while the computational complexity of the corresponding regularized problem is O(L?) (see
Cuturi, 2013).

(i) Smoothness of the solution. The solution of (2.2) occurs at a matrix 7%, whose entries are
almost all zeroes (at most 2L — 1 elements of T° can be different from 0). The solution
to the regularized problem can be reached at a less extreme probability matrix 72 (see the
discussion in Cuturi, 2013).

(ili) Avoiding the “curse of dimensionality”. See the comment on this regard in the Introduction.

The relevance of arguments (i) and (iii) in our particular application will be evaluated through the
results of our experiments.

2.2. Sinkhorn’s divergence between frequency vectors determined by data dependent partitions. For
m,n € NT and N = n + m, suppose i.i.d. samples Xi,...,X, and Yi,...,Y,, in R? are available
from the continuous distributions P and (@), respectively. We will call these samples the X and
Y samples. The joint sample, Z1,..., Zy is obtained by concatenation of the X and Y samples.
Assume both distributions have support contained in a bounded set S € R? and a partition Cy =

{Cin,...,Cn} of S is available. Let ay and by denote, respectively, the vectors of frequencies
for the X and Y samples respect to the sets of C. That is, ay = (a1,n,...,ax,n)’, where
i1<n:X;,eC;
ajN = i - J’N}, for each j <k, (2.6)
n

and by is similarly defined with the Y sample. The vectors nay and mby follow multinomial
distributions. Squared distances between the centers of the cells of C are written into the k x k
matrix D = (D;;). For the moment, both the partition C and the matrix D are fixed. In the case of
a fixed partition, Bigot et al. (2019) prove a Central Limit Theorem for Sy(axy, by), by establishing
the Hadamard differentiability of Sy respect to the vectors ay and by. As mentioned above, the
use of data-dependent cells requires for our proofs to include the machinery of empirical processes,
including the estimation of the covering number for the class of functions considered. Our proof
follow a different path from those in Bigot et al. (2019). The assumption that the set S is bounded
is required for the proof of Lemma 3.1.

We want to consider the use of Sy(ay,by) in a permutation test procedure for the two-sample
problem, adding the flexibility of a data dependent partition, Cxy = {C1 n,...,Ck n}. In particular,
we will consider the partition determined by k-means clustering of the joint sample. k-means
clustering seeks a collection of centers M = {1, ..., fu} C R? that minimize the sum of squared
distances from the sample points to the nearest vector in M. Both the sample under consideration
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and R? are partitioned into the regions closer to fi; than to any other [y, for j,l < k, I # j.
These disjoint regions are convex polyhedra called Voronoi cells. They are the “clusters” forming
the partition Cy produced by the k-means algorithm. The center of each cluster in the k-means
algorithm, is the mean of all the data points falling in that cluster.

With Sy(an, by) computed as suggested in the previous paragraph, the calculation of the p-value
of the statistic by a permutation procedure is performed by the following steps:

(i) Fiz a large integer B (1000 in our simulations) that corresponds to the number of permuta-
tions. Combine the X and'Y samples in a joint sample Z, of size n+m. The Voronoi cells
corresponding to the k-means clustering applied to the combined sample are assumed to be
known, as well as the value of Sx(an,by) for the original samples.

(ii) For (be1:B), do:

(a) Randomly partition Z into samples X©® gnd y©) of sizes n and m, respectively. One
way of doing this is to reorder Z at random and stating that the resulting first n elements of
Z form the sample X®) and the rest form Y.
(b) Compute the probability vectors ag\l;) and bgs) for the Voronoi cells of the combined sample,
with respect to the X and Y®) samples, respectively.
(¢) Compute S,\(ags), bg\l})).
(iii) The approzimate permutation p-value for the statistic Sy(an,by) is given by
#{b < B: Sy(ay, bY) > Sa(an,bw)}
B )
the fraction of times that S\ on the permuted samples is greater or equal to the original
statistic.

p-value = (2.7)

One relevant computational advantage of using a permutation test in our procedure, is that when
the data identity is permuted, the clustering structure associated to k-means remains unaltered
(since it is associated to the combined sample), simplifying the calculations required. This fact
would not hold for a classical bootstrap procedure.

It has been observed that the k-means clustering procedure can stop at a local, sub-optimal
minimum of its cost function.That inconvenient is usually alleviated by setting a number of randomly
chosen collections of starting “centers”, for the algorithm to begin its search. In our case, using
between 10 and 15 initial sets, reduces significantly the variability in the clustering results.

In the two-sample problem, using the partition obtained from k-means clustering of the joint
sample, we can let the matrix D in S)(an,bn) be the inter center distance matrix, that is, D;; =
|i; — ful|*. This will be our basic setting and the one for which theory is developed in Section
3. Seeking more power for the statistic, we consider the following alternative. Let fi; x and fi;y
denote, respectively, the means of X and Y data falling in cell Cj y, for each j < k. Under the
alternative hypotheses, F' # G, we would expect to observe the following: (i) For all (or at least
some) of the cells, Cj n, the cell frequencies for the X and Y samples, a;y and b; xy will differ
noticeably. (ii) For all (or at least some) of the cells, Cj n, the X and Y means, fi; x and fi;y will
differ noticeably. To have power against the general alternative, we want our statistic to be sensitive
to both conditions. For this purpose, in the definition of Sy(ay,by) , the finite set 2 is taken as

Q={fnx, - kX 1y fky} (2.8)
that is, L = 2k, and the vectors of frequencies are (re)defined as
ay = (aLN, . ,akw, 0, e ,O)/ and bN = (0, Ce. ,0, bl,Na . 7bk,N)/7 (2.9)

where ay ends in k zeros and by begins with k zeros. The matrix D = Dy in (2.3) is the square
distance matrix for the set  given in (2.8). This setting will be called double centers in what
follows. When one of the samples is absent from one of the cells, (let us say, for instance that there
are no Y data in Cj y), the corresponding frequency, b; n is zero, and the center of the absent (Y)
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sample for the cell, ji;y, is taken as fi; y, where fi; y is the Y sample center closest to the X center
of Cj,N-

Permutation tests, when a limited number of permutations are used in the estimation of p-values,
can be criticized for the error introduced in the estimation. Still, the number

N = #{b< B: 5\, b)) > Sy(an, bn)}

used in (2.7), clearly follows a Binomial distribution, with parameters B and p, p being the p-value
that is being estimated. In this context, the Chernoff-Okamoto inequalities could be used to bound
the error on the estimation. Instead, we use the tables available for the Binomial distribution to
obtain by numerical search, for B = 10,000 and different values of p, a 95% confidence interval for
the estimated p-value, expressed as a fraction, A, of the actual p-value. This fractions are displayed
in Table 2.1 for p-values between 0.01 and 0.2. Although the intervals are uniformly bounded, across
the values of p, we observe that, for the smallest value the percentage error can approach nearly
20% of the actual value. That percentage, diminishes steadily, as p grows. Given the small size of
these confidence intervals, when the permutation test is used, as in our case, to accept or reject a
null hypothesis at a specified level (say a = 0.05), the p-value of the statistic, under the null, will
have, approximately, a Unif(0, 1) distribution, and an error in the decision, (p-val< «), will have
some probability to occur only when p falls very near «, an unlikely event.

p-value | 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09 0.1 0.12 0.15 0.2
A 0.195 0.137 0.112 0.0952 0.086 0.0783 0.0715 0.0663 0.0623 0.059 0.0533 0.0467 0.0394
TABLE 2.1. Error in the estimation of p-value as fraction of the p-value for B = 10,000

3. Theoretical results

In what follows, central limit theorems will be established for S A\(an, by) and the corresponding
permutation statistic, in the basic setting defined towards the end of Section 2. Since we are
considering data dependent partitions, the proof will require of the machinery of empirical processes,
including the estimation of the bracketing metric entropy of the class of functions involved. Still, the
rest of our argument remains relatively elementary, by using the fact that the number of iterations
required by the Sinkhorn algorithm remains bounded when computed on probability vectors on a
fixed number of cells.

Let u* = (uf,...,p13) € R*? be the vector of centers corresponding to the population solution
of the k£ means functional for the distribution P of the X sample. p* is assumed to be unique.
Denote by S the support of P. As mentioned above, we assume that S is a bounded set in R%. Let
K be a compact neighborhood of p*, of small diameter. To each p = (u1,...,ux) € K, assign the
partition C, = C = {Ci(p),...,Cr(p)} of Voronoi cells associated to the centers in p. Consider
the canonical vectors e, ..., e,_1 in R¥1: ¢ has all coordinates equal to zero, except for a 1 in the
I-th coordinate. Define the function h, : RY — R*~! given by

hu(xz) =e if x € Cy(p), forl <k—1 and hy(zx) =0if x € Ci(p).

The h,(X;) are the multivariate “Bernoulli” vectors whose average produce the first k—1 coordinates
of the probability vector ay that corresponds to the partition associated to p.
First, we have the following Lemma.

Lemma 3.1. To the setting of the previous paragraph, add the assumption that the probability
distribution P admits a bounded, continuous density. Then, the class of functions H = {h, : p € K}
is a P-Donsker class, with covering L? number, Na(e, H, P), satisfying

1 2kd
No(e, H,P) < A (> ,

€
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for a positive constant A.

Proof: For h,(X) — h,y(X) # 0 to hold, there must exist an index r, such that X belongs to the
symmetric difference

Cr()AC (1) = (Cr(p) \ Cr()) U (Cr (1) \ Cr (1))

Thus, g3 (k) = P (b= hyl?) < 25, PC-GIAC (1)), (since [y, — bl < fler] +
llex||* = 2). To bound the covering number of H with respect to pp, we will bound the change
in P(C.(1') \ Cp(1)) in terms of the norm ||u — p/||, when p’ is obtained by a small change in p.
This reduces, in turn, to considering the effect on one face of the Voronoi cell C,. Without loss
of generality, assume that » = 1 and we are considering the face between cells C; and Cs. Again,
without loss of generality, assume that p; and po are placed along the z; axis and 0 is the middle
point between them. That is, for some A > 0,

w1 = (A,0,...,0) and p2 = (—A,0,...,0).

Then, in the face between cells C1 and Cy, Cy is chosen if the first coordinate is positive (z1 > 0).
Suppose pg changes to ph = (—A + 61,02, ...,d4), while g1 does not change. We assume |§;] < 1,
for every j. The midpoint between p; and gl is now (1/2)(d1,0d2,...,04) and the half-space for
choosing C over C, becomes

51 63 &3
(2A—51){L‘1—5gl‘2'“—5dl’d> (2A—51)f—f“'—f,
2 2 2
for z = (z1,...,74) € R% With respect to the 1-2 face, the condition = € C] \ C; reduces to
0 % . _%

022A£U1>51£B1+"-+5dxd+A51—5—2 5

By the bounded support condition, there exists a positive M such that, S ¢ [~M, M]?. Thus,
in condition (3.1), [0121 + -+ 4 daza| < M([01] + -+ |da]) = M||py — pol < \/31\24”#’2 — pzlfz-
Since A < M, we also have |Ad| < M|y — pol|1, while the sum % + % + %d is bounded
by |lphy — pall3 < ||h — p2ll2, since the §; are small. Thus, condition (3.1) reduces to 0 > x1 >
O(||u2 — ph]]). Using the continuity of the density, it follows that the probability of condition (3.1)
is O(|ju2 — ph|). A similar analysis for every face of the cell C1, leads to

Pr(C1\ C1) = O(llu — p'l]),
a bound that holds for every Voronoi cell and we get
pp(hyss by < O(l|p = p/['2). (3.2)

Since the compact set K has a finite diameter in R¥¢, it can be covered, with respect to Euclidean
distance, within distance €2, by an array of points, Ze, of cardinality O((1/¢)?*¢): For each u € K,
there is a u’ € Z,, such that

(3.1)

P (|hy — hy|)?) < €. (3.3)

For i/ € Z,, the face (or separating surface) between the cells corresponding to two of the centers
defining 4 is part of the hyperplane u/z < ¢ for a vector u and a constant c. For each face, enlarge
the face to required part of the strip ¢ — § < uv/xz < ¢ + delta. By the analysis above, for an
appropriate § = O(e?), all the differences between hy, and h,, for || — /|| < €2, occur in one of the

strips defined by the (’2“) pairs of centers. Define, for each y’ € Ze,

hy () = { hy(xz), if x ¢ the union of the strips defined above (3.0

0, if x € the union of the strips.
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Similarly, let

hy(x), if x ¢ the union of the strips defined above
1

hyo(z) = { ’ if z € the union of the strips. (3:5)

Then, h, r and h, y form a bracket in the sense that for every u, satisfying ||p — p/|| < €2,

hur(xz) < hy(x) < hy p(x), for every x. Given the bound on the cardinality of Z., our Lemma
follows by Ossiander’s Central Limit Theorem for Empirical Processes with bracketing entropy. See
Ossiander (1987). O

Lemma 3.1 can be adapted to the context of the alternative hypothesis, by working with the
measure P + (1 —«)Q, which is the measure generating the combined sample under the alternative
and, assuming that, for this mixture, the population k-means centers are also unique.

The computational complexity of computing the Sinkhorn discrepancy between two probability
vectors of length L, is O(L?) (see Altschuler et al., 2017 and Cuturi, 2013). In our context, when the
number of clusters in the k-means procedure is fixed, this means that the computational complexity
is O(1). In particular, the number of iterations that the Sinkhorn procedure performs, before
reaching a stopping criteria, is bounded. In our experiments, we have observed that the distribution
over 1,000 permutation replicas, of the number of Sinkhorn iterations depends, to some extent, on
the (mixture) distribution of the joint sample, and is typically supported on three or four consecutive
integers, 7, 8, 9 and 10, for example. It is not difficult to determine, experimentally, a very likely
upper bound for the number of iterations in each case.

For the probability vectors, a,b and the cost matrix D appearing in (2.3), let K = exp(—D/\),
with operations performed elementwise. The Sinkhorn iteration, R : R x RL — RY x RE| is given
by the transformation

Ruvab) = (4 ) (3.
where, again, operations are performed elementwise. Formula (3.6) is used to compute new values
of u and v, from the previous ones, until convergence, according to a “negligible change” criteria.
The values obtained define the solution of (2.3) since T* = diag(u) K diag(v) achieves the minimum
of (2.3) (approximately, due to the stopping criteria). In our basic setting (as defined towards the
end of Section 2), using vectors of positive coordinates as initial values for u and v, the coordinates
of these vectors remain positive throughout the iterations and all the entries of the resulting 7%
are positive too (see Cuturi and Doucet, 2014). By composition of differentiable maps, it follows
that the transformations leading to the final values of w and v, to T and to the optimum value
Sx(a,b) = (D, T*) — AH(T?) are differentiable with respect to the vectors a, b and to the vector of

centers, pt = (u1,...,pug), with partial derivatives uniformly bounded on the set K of the previous
Lemma.

Let us introduce some additional elements required for our Central Limit Theorem. Let a* =
(a},...,a}) be the vector of cell probabilities associated to the vector of population centers, p* =
(u7,---,py)- Then, the covariance matrix for the Bernoulli vector h,«(X;) is

ai(l—ay)  —ajay - —ajag_
Y =X(pt) = —a5aj az(1—a3) --- —a5a5_, (3.7)
—ap_jaf  —ap_qay - ap_(1—ap_y)

Let I be an upper bound for the number of iterations required by the Sinkhorn procedure, for the
distribution generating the two sample data under the null hypothesis and for the value of k used
in the k means clustering procedure. Assume Sinkhorn divergences are computed using always [
iterations. Assume also that the sample sizes, n and m, satisfy n/N — a € (0,1) as n,m — oo.
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Let ay and by denote the sample frequency vectors, for the X and Y samples, for the partition
associated to pu*. Let ay and by denote the sample frequencies associated to the partition produced
by the k means clustering (as described in the lines following (2.6)) and let a}, be the population
probability vector for the same data dependent cells. To remove degenerate distributions, we will
also need the truncated frequency vectors ay; and aj defined as the vectors of the first £k — 1
coordinates of ay and a*, respectively. Define, similarly, b Nt and bj.

Let Hj(a, b) be the transformation defined by the following steps: (i) For positive initial vectors,
ug and vy, apply transformation (3.6) I times, to reach the final value of the pair (u,v), (ii) with
these v and v, compute T* = diag(u) K diag(v), and (iii) apply formula (2.4) to obtain the value of
Sy(a,b). By the discussion after (3.6), Hy is a differentiable function of a and b. Denote by J; the
gradient of Hj; with respect to the first £ — 1 coordinates of a and b, written as a row vector. In
this setting, we have

Theorem 3.2. Let Ne = nm/N. Under the null hypothesis and the assumptions listed for Lemma
3.1,

VNe(8x(ay, by) — Sx(ak.a%) Y N0, 0 (3.8)

¢= ( ! 70&)E aoz )

as n,m — oo, and the 0s in the definition of C are blocks of the appropriate size.

where C' is given by

Proof: For the limiting centers in p* and the corresponding cells, by the Central Limit Theorem
for the multinomial distribution, under the null hypothesis we have

Vn(ay: — af) @ N(0,¥) and
Vb, —a5) Y N, x) (3.9)

Multiplying the lines of (3.9) by /m/N and y/n/N respectively, and using the independence of the

two samples, we get

* * * d
v () i= v/ Ne((an e bave) — (a7 a)) & N(0,€). (3.10)
By the main theorem in Section 3, of Pollard (1982), i (_)p) w*, as n,m — oo. Let vy(ft) =

\/Ne((éMt,f)N,t) — (aly,ay,)). By Dudley’s Asymptotic Equicontinuity Condition, implied by
Lemma 1, we have vy (i) — vn(p*) = opr(1). Therefore,

un () = VNe((Bn g bv) — (akpad) Y N(0.0). (3.11)

Apply the function H; to both terms in (3.11). Notice that #;(ay, by ) and Hi(aly,,ay,) are

equal to S A(éN,f)N) and SA(a*N,a}"V) respectively. By the usual multivariate version of the Delta
Method,

V' Ne(Sx(an, by) — Sx(ak, ay)) @ N(0, J;CJ}). (3.12)

O

The following theorem says that the same limit distribution of Theorem 3.2 is attained by the
permutation statistic, under the null hypothesis.

Recall that the joint sample, Z, is defined as Z = (Z1,...,2Zn) = (X1,... Xp, Y1,...,Y,), the
concatenation of the X and Y samples. Let R = (Ry,..., Ry) denote a random permutation of the
vector of indices (1,2,...,N). We assume that R is produced by a mechanism independent of the
X and Y samples. Let a be defined as in the previous Theorem and let ay = n/N. Denote by P,



Sinkhorn divergence in the two-sample problem 873

and @, respectively, the empirical measures associated to the original X and Y samples. Let us
write P, v and @, v for the empirical measures associated to the permutation R, that is,

n N

) 1 - 1

Pnv=-%4 d0mn=— S 6z, 1
N nz; Zn, and Quy S 0z, (3.13)

; m .
= i=n—+1

where ¢z, is the Dirac measure that places mass 1 on Z;. Let Hy denote the empirical measure
associated to the joint sample,

N

1 - -
Hy = N Z5Zi =an P, + (1 — aN) Qm = apn Pn,N + (1 — OéN) Qm,N- (3.14)

i=1
Let ay and by denote the sample frequencies for the samples X® and Y®), obtained by per-
mutation of the joint sample and calculated on the cells C; n,...,Ci n produced by the k£ means
clustering. Then,

ay = (ﬁn,N(CLN), e ,f’n,N(Ck.N))t and by = (Qm,N(CLN), . .,Qm,N(Ck_N))t. (3.15)

Also, let
On = (Hn(C1N), -, HN(CE.N)). (3.16)
As before, define the truncated frequency vectors ap ¢, b ~,t and Oy ; as the vectors of the first k —1

coordinates of ay, b ~ and 0y, respectively.

Theorem 3.3. With the definitions above, under the same assumptions of the previous Theorem,
we have
(d

\/Ne(g)\(fi]v,f)]v) —S'A(a}k\;,a*N)) — N(O,J[CJ}) (3.17)
where the matriz C is the same as in Theorem 3.2.

—

Proof: By Lemma 3.1, the collection of cells C; y are contained in a P-Donsker class H, that is also
trivially @-Donsker, since for the null, P = @). Since functions in H are uniformly bounded by a
constant, both Theorems 3.7.1 and 3.7.2 of van der Vaart and Wellner (1996) apply and we have
that, conditionally on Hp, over H,

Vn(Pan — Hy) @ V1 —aGy, while vVm(Qmx — Hy) @ VaGy (3.18)

where Gy is a sample continuous Gaussian process associated to the measure aP + (1 — )@ = P,
since we are dealing with the null hypothesis. Also, the limit is the same for every (infinite) joint
sample in a set of measure 1. It follows that the processes /n(Pyn — Hy) and /m(Qum .y — Hy)
are asymptotically independent of Hy.

Recall that N = nm/N and any = n/N — a. Then, from (3.18), we obtain

- d ~ d
\/Ne(Pn,N_HN) (—)) (1—04) GH, and \/Ne(QmJ\[—HN) (—)) aGH. (319)
Apply the process convergence of (3.19) to the random vector of cells (Cy w, ..., Ck_1,n)" and use

the convergence of this vector to a limiting vector at which the covariance matrix of Gy is ¥. Use
also the identities given in (3.15) and (3.16) to obtain

VNo(an; — On) @) N(0,(1—)?%) and /N(by; — Ox.) @ N(0,0%Y). (3.20)

To obtain the asymptotic distribution of \/Nc(an: — aj), write
VNe(an: —a;) = VNe(an: = Ont) + VNe(Ons — a7), (3.21)

while, similarly,

VNe(bnt —aj) = /Ne(bny — Ons) + /Ne(Ons — a}), (3.22)
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Observe that, under the null, v/N(fy; — aj) converges in distribution to a N(0, ) random vector,
by the same argument of the previous theorem. Also, notice that /N./N — /a(l —«), as N
grows. Thus, the second term in the decomposition of (3.21) and (3.22), namely, /Nc(On+ — aj),
converges en distribution to a N (0, (1 — a)X) vector.

As a result, the asymptotic covariance of /N (an; — af) is the sum of three terms: The first is
the covariance of /Ne(an:—0n:) = (1— @)%, the second is the limit covariance of \/N(QN,t —aj),
which is a(1 — «)X by the previous paragraph, and the third is 0 by the asymptotic independence
of these two terms (Theorem 3.7.2 of van der Vaart and Wellner, 1996). Adding up, we get

Cov(v/ Ne(an: —a;)) = (1 — )X
Similarly,
Cov(y/Ne(by —a})) — aX
(

As for the covariance between these two vectors, using (3.21) and (3.22), we have that

E((V/Ne(an — a)(v/Ne(bn; — 7))’ (3.23)
decomposes into three terms of which one is zero, by asymptotic independence, another is the
covariance of v/N.(0n+ — a}), which is a(1 — )X, as established above, while the third term is
Cov(v/Ne(ant — Ont), \/ﬁe(BN,t —0On)). Using identity (3.14), we have that
BN,t = (0N —anaj)/(1 — ay), and we need to compute

N On: — anaf
Cov <\/E(3N,t —Ont), v/ Ne ((NtOZJZVVt) - 9N,t>> ;

which, by a straightforward calculation, is shown to converge to
0‘@ Cov(v/Ne(@n = On4)) = 1 _O‘a (1- )2 = —a(l - a)2.

Adding the resulting terms, the limit crossed covariance in (3.23) turns out to be zero. It follows

that the concatenation of the vectors v/Ne(ay ; —af) and /Ne(by ; —af) will have, asymptotically,

a mean zero Gaussian distribution with covariance given by C, the same matrix appearing in the

statement of Theorem (3.2). From here, the rest of the proof follows the same multivariate delta

method argument followed in the proof of Theorem (3.2). O

Let us now switch the attention to the distribution of the permutation statistic under the alter-
native and a condition for the asymptotic consistency of the permutation test under the alternative.
Let H = aP + (1 — a)Q, with density h = af + (1 — «)g. In what follows, we assume that, for this
measure, the population centers minimizing the k means clustering objective function are unique
and the densities f, g and h are continuous with bounded support. We also need to assume that
the joint sample is a realization of a sample of size N from H. This means that n, the size of the
X sample, is a Binomial variable with parameters (N, «) and given n, the X sample is obtained
as an i.i.d. sample from P and the Y sample as an i.i.d. sample of size m = N — n from (. This
assumption is slightly more demanding than usual in the two-sample setting.

For the discussion under the alternative, we extend slightly the notation introduced after display
(3.7). For the measure H, let uj, denote the vector of centers associated to the k-means solution
for H. These centers determine Voronoi cells C,...Ck. Let a*, b* and ¢* denote, respectively, the
vectors of P, Q and H probabilities of these cells. Also, let ay, by and cy denote the sample
frequency vectors, for the X, Y and Z samples, for the cells C1, ... C}, associated to uj;. Let ay,

by and éy denote the sample frequencies associated to the partition produced by the k& means
clustering (applied to the joint sample) and let a};, b}, and c}; denote the population probability
vectors for the same data dependent cells. Let ¥p, ¥g and Xy, denote the covariance matrices
computed as in (3.7), using the probabilities in the vectors a*, b* and c¢*, respectively and, finally,
let ay and by, the sample frequencies for the permuted samples, as defined before.
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Then, we have

Theorem 3.4. With the assumptions and definitions above, we have

/ J (= - Q * * d
N@(S)\(aN,bN)*S/\(CN,CN)) QN(O,J[CHJ}) (3.24)
where the matrixz Cy is given by
([ A—a)Xy 0
Un = ( 0 aXy

Proof: By our assumption on the generation of the joint sample, Z, the proof of Theorem 3.3
can be essentially copied, substituting the measure P by the measure H throughout. The proof
would begin “By Lemma 3.1, the collection of cells Cj y are contained in a H-Donsker class H...”
and would follow the previous proof, verbatim, up to the convergence stated in (3.19). Then, the
convergence stated in (3.20) becomes

- d - d
VNe(an: —Ony) (—>) N(0,(1 — a)?’2y) and VNe(bnt — Ont) (—>) N(0,0°2g), (3.25)
where the only change is in the covariance of the limit Gaussian distribution. Keeping track of this
change in the limiting covariance, the previous proof goes through smoothly. O

Regarding the consistency of the permutation test, we have the following

Theorem 3.5. Under the alternative, with the same assumptions of the previous theorem, if
Sx(a*,b*) > Sy(c*, c*), then the permutation procedure, based on Sy(an,by), has power converging
to 1 as N goes to infinity.

Proof: Under the alternative, the arguments given in Theorem 3.2 go through with the following

changes: The convergence stated in (3.9) becomes

(4)

Vvn(ay: —aj) = N(0,Xp) and
d
vm(by: — b}) (—Q N(0,%0) (3.26)
and the convergence in (3.10) becomes
* * d
i) = VNl ) — (ai, b)) N (0, Cu), (3.27)
where
Cor — 1-a)Xp O
M 0 aXg )’
leading to the corresponding main result for SA(éN, 1tA)N), which is
& (A . O * * d
v Ne<S)\(aN, bN) — S,\(aN, bN)) (—>) N(O, J[CMJ}) (3.28)
For our purposes, it suffices to rewrite (3.28) as
VNe(Sa(an, by) — Sa(ak, b)) = Op.(1). (3.29)
Similarly, the conclusion of Theorem (3.4) can be rewritten as
VNe(Sx(an, by) — Sa(ch. cy)) = Opi(1). (3.30)

It follows that

V/Ne(Sx(an, bi) = Sa(c, €x)) = v/ Ne(Sx(ak, by) — Sx(cy, €i)) + Op:(1). (3.31)
Recall that the Theorem in Section 3 of Pollard (1982), guarantees that the vector i of centers

produced by the k-means procedure converges to the population solution p*. This translates to
the following: each coordinate of a* — a}; goes to zero as N goes to infinity. The same applies for
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the coordinates of b* — b}, and of ¢* — c};. Since the operator S \ is continuous, and since we are
assuming that Sy(a*,b*) > Sy(c*, ¢*), we obtain, for N large enough,

VNe(Sx(an, bw) — Sx(ch, ek)) = V/Ne(Sa(ak, biy) — Sx(ci, i) /2 + Ope(1). (3.32)
Inequahty (3. 32) says that, with the same centering of the central limit theorem for S A(aw, b ~N), the
variable Sy (aN, b N) diverges to infinity. This means that S \an, b N), for large N, will surpass any
quantile of SA(aN, bN). Since, in the permutation procedure, the value of Sy(ay,by) is compared

precisely with an estimated quantile of S’A(éN, b ~), it follows that it will have power converging to
1, as N goes to infinity. O

Remark 3.6. Regarding the assumption Sy(a*,b*) > S\(¢*,¢*): It is true that for the Sinkhorn
divergence, it can happen that g,\(c*, ¢*) > 0. But this value will tend to be smaller than Sy (a*,b"),
particularly when the vectors a* and b* are clearly different,that is,when the k-means procedure
produces a collection of set where P and () differ noticeably.

Similar results hold for Sy(ay, b ~) and §)\(éN, b ~), and can be proved with slight redefinitions
of the transformation H; in each case.

The gradient vector J; in Theorem 3.2 can be consistently estimated by computing Sy on small
perturbations of the coordinates of ay; and BN’t. Since the matrix C is also estimable from the
sample (and the k-means clustering cells), the limiting distribution in (3.8) can be specified in an
approximate (consistent) way. On this regard, see the experiment described at the end of next
Section.

4. Performance evaluation on simulated data

In this section, we will compare Sy(a,b), Sy(a,b) and Sy (a,b), in terms of statistical power and
computational cost, among them, and also against Wasserstein’s statitic, W(a,b) and Schilling’s
statistic (Schilling, 1986), known for being one of the most powerful tests for the non-parametric
two sample problem. Sy(a,b), S\(a,b), S’A(a, b) are all implemented with double centers in the
partition cells (as described in the previous section). All the statistics were implemented in the
R Language by the authors as permutation tests, using functions from package Barycenter for the
Sinkhorn statistics.

4.1. Simulated data description. In order to compare the statistics previously mentioned, we con-
sider three different continuous distribution scenarios for the data:

(1) Gaussian Multivariate Distributions: In this case, we use 5-dimensional Gaussian dis-
tributions. X is generated from a Standard Gaussian Distribution and Y is generated from
the same distribution of X (null hypothesis case) or from one of the following alternative
distributions:

e A Gaussian distribution with mean p; = (0.05,0.05,0.05,0.05,0.05) and covariance
matrix I5.
e A Gaussian distribution with mean puy = (0.075,0.075,0.075,0.075,0.075) and covariance
matrix Is.
e A Gaussian distribution with mean pz = (0.1,0.1,0.1,0.1,0.1) and covariance matrix
Is.
e A Gaussian distribution with mean g = (0,0,0,0,0) and covariance matrix
1.1 01 O 0 0
0.1 1.1 0.1 O 0
X = 0 0.1 1.1 01 O
0 0 01 1.1 0.1
0 0 0 01 1.1
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e A Gaussian distribution with mean g = (0,0,0,0,0) and covariance matrix

(12 02 01 0 0O
02 12 02 01 0
=101 02 12 02 0.1
0 01 02 1.2 0.2
0 0 01 02 1.1 |

e A Gaussian distribution with mean g = (0,0,0,0,0) and covariance matrix

(1.3 03 02 01 0
02 1.3 03 0.2 0.1
> =102 03 13 03 02
0.1 02 03 1.3 0.3
0 01 02 03 1.3 |

The choice of means and covariance matrices in the alternatives just presented seeks to
achieve a gradual departure from the null hypothesis (the standard Gaussian distribution)
in mean or in covariance matrix.

(2) Bounded Burr Distributions: Given Ey, ..., E;i.i.d. variables with the Exponential(6 =
1) distribution, and G a random variable independent of the F;, with G ~ Gamma (a, 8 = 1),
for a > 0. Let

B, = %, 1<i<d.

and define the random vector B = (B, ..., Bg). The distribution of B is what we call the
Bounded Burr. It appears in Johnson (1987), as an auxiliary family. One of the characteris-
tics of this family, which motivates its use in our experiments, is that it has compact support
contained in the d-dimensional hypercube where, as the parameter « increases above 1, the
data become more uniformly distributed on the hypercube, while, as o decreases towards
zero, the support of the distribution shrinks towards a region around a diagonal of the
hypercube. This type of support offers a clear variation from the Gaussian distribution.

In this setting, X is generated from a Bounded Burr distribution with parameter a = 1
and, for the alternatives, Y is generated from a Bounded Burr distribution with parameters
o] = 1, Qg = 1.25, a3 = 1.5, Qy = 1.75, a5 = 2, g = 0.75, a7 = 0.5.

The fact that this distribution depends only on the parameter «, makes it simpler to
generate a number of alternatives controlling the grade of difference with respect to the null
case.

(3) Dirichlet Distribution: This family of continuous distributions, described in Kotz et al.
(2000), is a multivariate generalization of the Beta distribution. The support of the Dirichlet
data is restricted to the simplex of d-dimensional probability vectors, thus offering a clearly
different situation from the distributions in our previous settings. The distribution is defined
by a concentration parameter 3 € R%. On this scenario, X (and Y under the null hypothesis)
will be generated from a Dirichlet distribution with parameter 5y = (1,1,1,1,1), and, for
the alternatives Y will be generated from the Dirichlet distribution with parameters:

e B9 =(1.5,1.5,1.5,1.5,1.5).

e 33 =(0.5,0.5,0.5,0.5,0.5).

e (34 =(1.05,0.95,1.05,0.95,1.05).

e (5 =(1.25,0.75,1.25,0.75,1.25).

e (¢ =(1.15,0.85,1.15,0.85,1.15).

In our first experiments, we use samples of sizes n = m = 500 in all cases. All the statistics
are used as permutation statistics. For this purpose, 1000 random permutations of the combined
sample are used. For the Schilling test, K = 4 neighbors are used. Figures 1 to 4, show histograms
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of the p-values obtained for Sy(a,b) and Schilling’s statistic in the Gaussian distribution case for
the null distribution and alternatives u = p1, u = g and X = 3.

P-values Sinkhorn Statistic - MVG mu Data P-values Schilling Statistic - MVG mu Data
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FIGURE 4.1. Histograms of p-values computed with statistic Sy(a,b) (Left) and
Schilling (Right) in the case of MVG data under the null hypothesis.
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FIGURE 4.2. Histograms of p-values computed with statistic Sy(a,b) (Left) and
Schilling (Right) in the case of MVG data under the alternative hypothesis where Y
is distributed with mean u;.

As should be expected, in the null hypothesis case, the distribution of the p-values resembles
the uniform distribution. For both of the mean alternatives in Figures 2 and 3, the permutation
test based on Sy(a, b) displays better power that Schilling’s test, with a p-value distribution more
concentrated near zero. The same behavior is observed in the covariance matrix alternative (Figure

4).

4.2. Power comparison. Table 1 contains a more detailed power comparison, at the 5% level of the
permutation tests based on the different statistics considered.

In Table 4.2, (in the first row corresponding to each distribution) we see that all the permutation
tests respect adequately the type I error level under the null hypothesis, in the different distributional
scenarios. In terms of power, the numbers displayed in this table can be summarized as follows:
In the case of the MVG distributions, for mean alternatives, the three tests based on the Sinkhorn
divergence perform better that Schilling’s statistic and the test based on the Wasserstein distance,
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FIGURE 4.3. Histograms of p-values computed with statistic Sy(a,b) (Left) and
Schilling (Right) in the case of MVG data under the alternative hypothesis where Y
is distributed with mean ps.
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FIGURE 4.4. Histograms of p-values computed with statistic Sy(a,b) (Left) and
Schilling (Right) in the case of MVG data under the alternative hypothesis where Y
is distributed with covariance matrix .

while in the case of MVG distributions, for covariance alternatives, Schilling’s statistic and the
Sinkhorn tests perform similarly and slightly better than W(a,b). In the case of data with the
Bounded Burr distribution, it is clear again that the three Sinkhorn tests behave similarly and
display more power that the test of Schilling and the one based on the Wasserstein distance. Finally,
for data with the Dirichlet distribution, Sy(a,b) exhibits the best power, closely followed by,
S A\(a,b) , Sy(a,b) and Schilling’s statistic, while the Wasserstein based statistic falls behind against
some of the alternatives.

As for computational cost, in Table 1, the “avg. time” rows show the average time, in seconds,
required to compute a p-value (involving 1,000 permutations and statistic calculations) in each
of the scenarios considered. We see that, in all cases, the calculations required for the Sinkhorn
statistics, as permutation tests, are less than a second, while the statistic based on W (a, b) requires
about twice as long, and the Schilling statistic requires an amount of time in between those for
the Sinkhorn and Wasserstein statistics. For the sample sizes, dimension and number of clusters
in the k-means procedure, the computational cost of the permutation tests based on the Sinkhorn
divergence are quite manageable.
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Data Set ~ Schil. W(a,b)  Sx(a,b) Sy(a,b) Si(a,b)

I 5.8 5.5 4.0 5.2 5.0

(1 6.7 9.9 15.2 13.9 13.5

o 14 9.0 20.5 31.7 29.9 25.5

> 113 13.6 34.1 54.3 48.0 47.9

= o 10.7 11.9 19.4 13.1 12.4

>y 42.5 45.9 73.7 59.7 54.7

S 81.0 90.7 99.4 97.5 96.5

avg.time 1.36 1.46 0.92 0.87 1.05
Data Set  Schil. W(a,b) Sx(a,b) S’A(a, b) g/\(a, b)

o 1.9 4.3 5.5 5.3 1.9

2 az 5.3 7.8 11.7 10.0 13.0

& s 8.5 15.0 30.9 24.1 33.6

g o 13.4 32.5 57.9 53.5 61.9

: s 19.1 50.9 78.0 78.3 81.8

2 o 9.3 11.2 12.2 12.2 14.2

o 50.9 71.2 87.1 74.4 80.1

avg.time 1.22 1.56 0.79 0.63 0.75
Data Set ~ Schil. W(a,b)  Sx(a,b) Sy(a,b) Si(a,b)

B 5.5 6.3 45 5.7 45

By 83.5 62.7 83.9 91.4 33.9

< B3 100 13.0 100 100 100

S Ba 6.9 12.5 15.5 24.6 26.8

A Bs 98.9 100 100 100 100

Be 45.6 84.0 91.0 99.5 99.9

avg.time  1.34 1.52 0.93 0.81 0.97

TABLE 4.2. Empirical power of the tests, measured in % for simulated experiments
on k = 10 clusters and A = 1, and K = 4 nearest neighbors for the Schilling test.
avg. time is measured in seconds.

The following subsections evaluate variations in performance of the Sinkhorn’s divergence based
statistics, as we consider changes in the value of the parameter A, number of clusters in the k-means
algorithm, and the effect of changes in the dimension of the data.

4.2.1. Variations on the A parameter. In the context of the MVG distributed data of Table 4.2, we
let A\ take values 0.5, 0.75, 1, 5, 10 and 50, making the optimization problem move from near the
Wasserstein distance to near a “pure entropy” problem. Table 4.3 shows the powers estimated in
this experiment. As X increases from 0.5 up to A = 5.0, the power for all versions of the statistic
increase noticeably against both the mean and the covariance alternatives. When A goes beyond 5.0
power figures against the covariance alternatives begin to decrease, and the improvement against
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the mean alternatives becomes less significant, suggesting that, at least for Gaussian data, A = 5.0
is a good choice for the parameter.

A=0.5 A=0.75
S/\(a7 b) SA(av b) g)\(aa b) S)\(aa b) g)\ (a’ b) g)\(a? b)
14 4.9 5.8 4.8 5.3 5.3 4.4
41 12.7 14.4 14.5 15.5 11.6 13.8
42 28.3 25.9 29.4 30.1 26.1 27.2
3 50.1 49.8 46.7 53.4 51.8 45.8
h 12.6 15.3 13.0 14.2 11.7 13.1
pI 64.7 60.6 62.4 69.0 59.3 60.1
DI 98.8 98.4 97.8 99.1 98.5 97.3
avg.time 1.06 0.99 2.34 0.98 0.93 1.26
A=1 A=5
Sx(a,b)  Sy(a,b) Si(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
L 4.0 5.2 5.0 4.1 5.2 4.6
41 15.2 13.9 13.5 14.9 19.9 19.9
42 31.7 29.9 25.5 34.1 40.5 41.0
3 54.3 48.0 47.9 59.0 65.4 70.0
¥ 19.4 13.1 124 16.8 24.2 29.6
Yo 73.7 59.7 54.7 78.2 91.9 95.8
P 99.4 97.5 96.5 99.9 100 100
avg.time 0.92 0.87 1.05 0.96 0.88 0.97
A =10 A =50
Sx(a,b)  Sy(a,b) Sx(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
L 5.4 4.2 6.0 4.1 5.5 5.8
41 14.3 16.5 23.0 12.5 16.5 25.0
142 27.9 39.6 46.6 23.2 39.0 49.1
143 49.9 65.2 76.9 38.4 63.8 77.0
> 13.8 21.9 15.2 11.7 13.5 12.2
Yo 61.5 86.1 86.3 49.7 61.9 59.1
>3 98.3 100 100 92.9 96.2 93.5
avg.time 0.92 0.86 0.99 0.94 0.88 0.98

TABLE 4.3. Empirical power of the tests, measured in % for simulated experiments
on k = 10 clusters, sample size n = m = 500 and A = 0.5, 0.75, 1, 5, 10 and 50. avg.
time is measured in seconds.

For the experiment of Table 4.3, the computational cost decreases as the value of A grows.
For instance, for A = 0.5, the average time of computing a single p-value for the tests based on
Sx(a,b), Sy(a,b), and S,\(a, b) are 1.06, 2.34 and 0.99 seconds, respectively, while, for A\ = 5, the
corresponding computation times are 0.96, 0.97 and 0.88 seconds, respectively. When A goes above
5.0, the reduction in computational cost becomes relatively small.
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4.2.2. Variations on the samples’ sizes. To evaluate the effect of sample size on the statistics consid-
ered, we work again in the setting of the MVG distribution, with A = 1, k = 10, and let the sample
sizes take the values n = m = 100, n = m = 200, n = m = 500, n = m = 1000, n = m = 2000
and n = m = 5000. Table 4.4 displays the power figures obtained in this simulation. In the case of
alternatives with difference in mean, the power numbers show important increments even when we
move from sample sizes 100 to 200, and continue to improve noticeably as the sample sizes increase
through all values considered in the table. For the alternatives with difference in covariance ma-
trices, the sample sizes required to achieve important increments in power are larger, a result that
agrees with general belief, in the sense that changes in covariance are harder to detect.

The computation time increases with sample size, as expected, but the savings by using smaller
sample sizes is not that significant, in the range of values considered in our experiment. For instance,
for n,m = 100, the average p-value computation times for Sy(a,b), gA(a, b), and Sy(a,b) are
0.73, 0.67 and 0.97, respectively, which do not represent important savings respect to the times
reported above for n, m = 500. This suggests that for small sample sizes, the “fixed costs” associated
with the setting up of the statistic is an important part of the computational cost. On the same
line, a relatively large increase of the sample sizes, respect to those considered in Table 4.2, does not
significantly affect the computation time. For instance, for n = m = 3000, the average computation
time of the p-values of the Sy(a,b), Sy(a,b), and Sy(a,b) statistic are 2.04, 1.97 and 2.11.

4.2.3. Variations on the dimension of the dataset. To evaluate the effect of changing the dimension
of the datasets on the statistics studied, we use the bounded Burr distributions, since these depend
only on the unidimensional parameter «, making the generation process simpler.

Table 4.5 shows the changes in power and average computation time, when « varies over the
same set of values used in Table 4.2, while the dimension takes values d = 5,10, 20, 50,100 and
200. As expected, as the dimension of the samples increase, the power of the statistics increases
considerably, over the range of dimensions included. An exception to this tendency is the behavior
of S)(a, b), whose power does not improve when dimension goes beyond d = 50. Interestingly, plots
of the average computation time suggest that computation times of the statistics considered grow
sub-linearly with dimension, making these statistics applicable in large dimensions.

4.2.4. Variations on the number of clusters. An important parameter in our procedure is the number
k, of clusters, in the k-means clustering procedure applied to the pooled sample. Increasing k£ should
improve the ability of the procedure to distinguish between different distributions, but at the same
time, increasing k directly increases the dimension of the optimization problem to be solved in the
Sinkhorn algorithms. To evaluate the effect of variations in k we consider the Dirichlet distribution
described above, in dimension d = 5, with the same parameters, for the null and alternatives, listed
in Table 4.2, letting k£ take the values 5, 10, 15, 20, 25 and 30. Table 4.6 shows the corresponding
estimated power numbers and average computation times (for one p-value) for this experiment.

In Table 4.6 it is evident that, in general (with the exception of the most difficult alternatives),
the power of the statistics improves very noticeably when k goes from 5 to 10. Another noticeable
increase in power occurs when going from k = 10 to 15, although this second increment is less
important. But going beyond, k& = 15 does not produce important changes in the power of the
statistics, for this type of data. Thus, for this parameter our recommendation would be to stay
with £ = 10 or k£ = 15, at most, although this conclusion could be affected by changes in the
data dimension and sample sizes. Again, as happened in the case of changes in data dimension,
plotting the average computation times against the values of k, a nearly linear tendency is observed,
suggesting that the computational cost is linear in the number of clusters employed.

4.2.5. Remarks on the Power Comparison. The three different possible implementations considered
of permutation tests based on the Sinkhorn divergence compare favourably, in terms of power, with
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n,m = 100 n,m = 200
Sx(a,b)  Sy(a,b) Si(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
I 6.8 4.5 5.2 5.0 5.4 4.0
41 5.6 6.1 7.3 8.9 8.3 8.0
42 10.3 9.5 9.0 13.1 13.3 11.2
143 13.1 14.1 13.8 22.8 20.4 20.0
pI 8.1 8.1 7.0 9.5 8.7 9.6
Yo 18.3 14.0 13.2 29.5 26.1 25.2
X3 41.1 33.7 35.1 76.7 63.4 63.5
avg.time 0.73 0.67 0.97 0.78 0.73 0.92
n, m = 500 n,m = 1000
S/\(a7 b) Sk(av b) g)\(aa b) S)\(a’ b) g)\ (a’ b) g)\(av b)
I 4.0 5.2 5.0 5.2 4.3 5.6
41 15.2 13.9 13.5 27.3 24.1 22.7
42 31.7 29.9 25.5 59.4 50.4 52.7
3 54.3 48.0 47.9 87.4 82.2 80.7
h 19.4 13.1 12.4 30.1 21.4 25.1
Yo 73.7 59.7 54.7 97.1 86.9 87.3
>3 99.4 97.5 96.5 100 100 100
avg.time 0.92 0.87 1.05 1.16 1.12 1.32
n,m = 2000 n,m = 3000
Sx(a,b)  Sy(a,b) Sx(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
L 6.1 5.6 4.8 4.7 5.6 5.7
1 54.8 45.7 41.6 61.6 61.0 61.6
142 90.5 87.3 85.3 99.2 97.8 96.1
43 99.8 99.6 99.0 100 100 100
> 53.7 41.6 38.9 07.3 56.8 53.7
Yo 99.9 98.7 98.7 100 99.9 99.7
P 100 100 100 100 100 100
avg.time 1.63 1.52 1.70 2.04 1.97 2.11

TABLE 4.4. Empirical power of the tests, measured in % for simulated experiments
on k = 10 clusters, A = 1, and sample sizes n = m = 100, 200, 500, 1000, 2000 and
3000. avg. time is measured in seconds.

the classical and asymptotically efficient test of Schilling, and compare favourably, in terms of power
and computational cost, with the test based on the classical optimal transport statistic (Wasser-
stein). All three exhibit good power against the varied set of distributional scenarios considered.
The computational cost for these tests allows their practical application for sample sizes in the order
of 5000 and dimensions up to d = 50, at least.

For the scenarios analyzed, based on considerations of statistical power and computational cost,
an intermediate value of A, between 1 and 10, seems to be a good choice for this parameter, while,
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dim =5 dim = 10
Sx(a,b)  Sy(a,b) Si(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
o 5.5 5.3 4.9 4.3 4.3 4.3
% 11.7 10.0 13.0 15.8 9.3 14.9
Qs 30.9 24.1 33.6 45.6 39.8 48.9
oy 57.9 53.5 61.9 79.4 73.4 83.3
as 78.0 78.3 81.8 93.9 94.1 96.5
g 12.2 12.2 14.2 19.2 14.1 194
ar 87.1 74.4 80.1 92.1 83.0 87.5
avg.time 0.79 0.63 0.76 0.84 0.79 0.91
dim = 20 dim = 50
Si(a,b)  Si(a,b) Si(a,b) Sx(a;b)  Sy(a,b) Si(a,b)
a1 4.5 4.3 5.8 4.8 5.8 5.8
% 14.8 13.5 13.4 17.1 15.5 14.5
s 55.1 45.2 53.3 63.3 56.0 56.7
oy 88.2 84.4 90.5 92.9 91.5 93.0
as 98.7 98.2 99.4 99.4 99.4 99.6
g 21.4 18.9 17.8 20.4 22.6 21.2
o 94.0 87.9 91.0 94.2 91.8 91.8
avg.time 0.96 0.91 1.01 1.35 1.30 1.39
dim = 100 dim = 200
Sx(a,b)  Sy(a,b) Sx(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
o 5.2 4.8 4.5 4.2 4.4 4.7
% 14.4 16.0 15.6 16.1 18.0 16.9
a3 64.3 59.3 58.9 64.2 66.2 67.3
oy 94.9 95.0 94.0 95.0 94.9 93.9
as 99.8 99.6 99.6 100 100 99.7
Qg 24.6 22.6 21.2 23.2 24.7 21.7
oy 95.1 92.7 92.6 94.0 93.7 95.4
avg. time 2.75 2.39 2.42 3.87 3.86 4.17

TABLE 4.5. Empirical power of the tests, measured in % for simulated experiments
on k = 10 clusters, A = 1, and sample sizes n = m = 500 and d = 5, 10, 20, 50, 100
and 200. avg. time is measured in seconds.

the same considerations would suggest that & = 10 is a good selection for the number of clusters in
the k-means clustering procedure.

Overall, and ignoring some particular cases, there are not very important differences, in terms
of power, between the different versions of the Sinkhorn statistic considered. Still, our preference
among them would go with S \(a,b), for its overall statistical power, lower computational cost, and
for having more results available in the literature, including results on the approximation of the
solution to the classical OT problem by S \(a,b), for an appropriate choice of A (see Altschuler
et al., 2017).
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k=5 k=10
Sx(a,b)  Sy(a,b) Si(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
51 4.4 4.8 4.8 4.5 5.7 4.5
Ba 10.0 98.7 23.7 83.9 914 33.9
B3 54.8 100 100 100 100 100
B4 13.3 26.1 28.9 13.8 24.7 28.0
Bs 90.7 99.9 100 90.4 99.9 99.6
Be 100 100 100 100 100 100
avg.time 0.61 0.58 0.61 0.91 0.77 0.87
k=15 k=20
SA(a, b) S’A(a, b) g,\(a, b) S)\(a, b) S)\ (a, b) g,\(a, b)
51 5.0 5.2 6.1 4.9 4.8 4.7
B2 77.1 92.4 44.8 86.1 86.1 46.5
B3 100 100 100 100 100 100
B4 12.1 28.2 24.5 10.6 24.4 28.1
Bs 87.5 99.6 99.5 87.9 99.5 99.5
Be 99.9 100 100 100 100 100
avg.time 1.13 1.06 1.23 1.43 1.34 1.60
k=25 k=30
Sx(a,b)  Sy(a,b) Sx(a,b) Sx(a,b)  Sy(a,b) Si(a,b)
b1 4.6 0.4 5.1 4.4 5.3 5.3
B2 89.3 79.5 44.7 89.6 78.9 48.6
B3 100 100 100 100 100 100
B4 11.5 25.6 24.3 10.0 26.8 28.0
Bs 83.6 99.5 99.9 82.7 99.3 99.8
Bs 100 100 100 100 100 100
avg.time 1.79 1.60 2.01 2.14 1.98 2.57

TABLE 4.6. Empirical power of the tests, measured in % for simulated experiments
with parameter A = 1 and £ = 5, 10, 15, 20, 25 and 30 clusters. avg. time is
measured in seconds.

4.3. Fwvaluating the Convergence to Normality. The purpose of this subsection is to evaluate, in
an example, the convergence stated in Theorem 3.2 for Sy (an, b ~) under the null hypothesis and
discuss the practical approximation of the limiting parameters appearing in (3.8).

We work again with i.i.d. samples, X and Y, from the multivariate standard Gaussian distri-
bution. Based on the results of the previous subsections, we use A = 10, with number of clusters
k = 10 and k£ = 15, and let the sample sizes take the values n = m = 500, n = m = 1000 and
n =m = 2000. For each pair of samples, we proceed as follows: First, the k-means clusters for the
combined sample are computed, as in the previous experiments. Then, the population (limiting)
probabilities for these cells, that form the vector ay;, are estimated from a considerably larger i.i.d.
sample, Xg, of sample size 250000, and these approximated cell probabilities are used to compute
the matrix C in (3.7). Next, to compute the gradient vector Jr in (3.8), for each i < k — 1, the
vector ay .(4) is obtained from aj}; by substracting a small amount € from its i-th component and
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adding the same amount to its k-th component (so that the vector remains a probability vector)
and the i-th partial derivative, with respect to the coordinates of a}; is computed as
5’)\ a’;, aj} —S’A ay;, _(7),a}
(@ ad) = Sy )
. ° , (4.1)
S/\(a}k\fa a*N) - S)\(a}k\fv a}k\f,a(z))

and , fork+1<i<2k-—1.
€

In our estimation, ¢ is set to 10~7. With aj;, C and Jr, both the left and right side in statement
(3.8) are approximated. For each choice of parameters, these calculations are repeated 1000 times
and the results are reported in Figure 4.5, where the histograms correspond to the variable vy =
VNe(Sx(an, by) — Sx(al,a’)), the blue line represents the normal density with the sample mean
and variance of the calculated vy values, and the red line represents the average Gaussian density
predicted by Theorem 3.2 (mean and variance averaged over the 1000 realizations).

It appears that in all cases the distribution of the statistic vy is close to normality (the samples
of 1000 vy values pass the Shapiro normality test) and close to the distribution predicted by the
theorem. The agreement between the red and blue curves improves with sample size, being very
good for n = m = 2000.

Practical use of the convergence exhibited in this computational evaluation would be limited
to the case where, besides the samples being used for the test statistic calculation, there exists a
larger sample from the same X and Y distributions, to be used for the estimation of the vector aj;,
the matrix C' and the partial derivatives in Jy, a possibility that might actually occur in times of
big data. In this case, one could use the estimated Gaussian distribution of the statistic for the
significance evaluation, instead of the permutation test.
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